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Introduction

- The lexical substitution task consists of finding 
appropriate substitutes for a given word in a given context 
and ranking them by appropriateness

- The main advantage is that it sets no restrictions on 
the approaches for tackling with it as it does not require 
a specific sense inventory

- The lexical substitution task faces two main problems: 
one is the generation of possible substitutes and the other 
is their ranking



  

Research goal

- Evaluating the MT system presented at CLIB-2014 
by using its lexical disambiguation module to find 
an appropriate WordNet synset for the word that has 
to be substituted 

- Improving the analysis module of the system by 
identifying improperly written analysis rules 
and correcting them using the training data



  

Brief description of the MT system

The system:
- is implemented in C++;
- works with seven languages: Bulgarian, English, 
German, French, Spanish, Italian and Turkish;
- has compact data representation, approx. 60MB for 
the seven languages;
- provides 42 translation directions;
- can be run on mobile devices.

For detailed description of the system please refer to 
the CLIB-2014 Proceedings.



  

Brief description of the analysis module

Consists of the following sub-modules:
- tokenizer: splits the input string of characters into tokens, which 
are not necessarily whole words;
- lemmatizer: for every input token it finds all possible 
lemmatizations; it also tries to find lemmatizations for sequences 
of up to 7 tokens;
- concept binder: binds sequences of 1 to 7 tokens to Princeton 
WordNet synset identifiers;
- hypothesis generator: uses context-free grammar rules extended 
to identify dependency relations between the constituents;
- dependency relations scorer: scores each hypothesis using the 
dependency relations between the hypothesis constituents by looking 
for the relation instances in the dependency relations knowledge 
database;
- knowledge database: stores dependency relations score for each 
combination of relation and arguments.



  

Tokenizer

- Splits the input string of characters into tokens which are 
unbroken sequences of letters or digits or single punctuation 
characters.

Lemmatizer

- Looks up for each token in the word infections table;
- Generates a list of possible lemmatizations;
- Each entry in the list also contains the grammatical features 
of the surface form, such as part of speech, person, gender, 
number, etc.



  

Concept binder

The concept binder contains a database of all lexicalizations 
of each WordNet synset identifier in all of the languages of the 
system. 

For example, for the synonym set of “domestic dog” the 
database has three lexicalisations in English: dog, domestic 
dog, Canis familiaris, and the same goes for the other 
languages: куче in Bulgarian, chien in French, Hund in German, 
etc.

In the analysis step the concept binder looks for sequences 
of one to 7 lemmas in the database.

In the case of a match it adds a hypothesis entry for the 
respective span of tokens.



  

Hypotheses for spans of tokens

- The central part of the analysis module is the generation 
of hypotheses.
 
- Every hypothesis is formulated for a span of tokens.

- A span is an unbroken sequence of tokens, usually identified 
by its start and end token.

- The concept binder generates the initial hypotheses.
 
- Each hypothesis has a Hypothesis Type Identifier (HTI) which 
is similar to a non-terminal symbol of a context-free grammar.
 
- Rules are applied on every two adjacent hypotheses to 
generate hypotheses for larger spans.



  

Rules and their application

Each rule is applied either on two adjacent hypotheses or on 
a single hypothesis.
 
Each rule poses restrictions on the hypotheses it is applied to 
in terms of their grammatical features, HTI, etc.
 
Each rule may assign the constituting hypotheses as 
dependency relation roles.
 
Each rule may introduce dependency relations over roles 
even if some of them are not yet assigned.
 
Each rule may inherit assigned roles from the constituting 
hypotheses.



  

Rules and their application

Hypothesis 1

Time flies like an arrow

NP → DET + N
ro

le
: v

er
b

role: DO

VP → V + NP
rel: (dobj, verb, DO)

ro
le

: a
ttr

role: noun

NP → N + N
rel: (compound, noun, attr)

ro
le:

 su
bj

role: verb

S → NP + VP
rel: (nsubj, verb, subj)



  

Rules and their application

Hypothesis 2

Time flies like an arrow

NP → DET + N

ro
le

: v
er

b
ro

le
: l

ef
t_

pa
rg

role: noun

VP → VP + PP

ro
le

: s
ub

j

role: verb

S → NP + VP
rel: (nsubj, verb, subj)

ro
le

: t
yp

e

PP → P + NP
rel: (case, noun, type)

rel: (prep_like, left_parg, noun)



  

The result of rule application

Ideally there will be hypotheses for the span covering all of the 
input tokens.
 
Each hypothesis will contain a set of dependency relations and 
their arguments.
 
Each argument will contain a WordNet synset ID.
 
In other words, for each hypothesis we will have ordered triples 
such as:
(prep_like, fly, arrow)
(case, arrow, like)
(nsubj, fly, time)
 
For the input:
[Time flies like an arrow]



  

Hypothesis scoring

One hypothesis may yield the triples:
(prep_like, fly, arrow)
(case, arrow, like) 
(nsubj, fly, time)
  
Another hypothesis may yield the following triples:
(compound, flies, time)
(nsubj, like, flies)
(dobj, like, arrow)
 
We can tell the good hypothesis from the bad one by telling the 
good (sensible) triples from the bad ones. We may define a 
simple knowledge database giving a score for each triple:
(prep_like, fly, arrow)=1 (compound, flies, time)=0
(case, arrow, like)=1 (nsubj, like, flies)=1
(nsubj, fly, time)=1 (dobj, like, arrow)=1
Score: 3 Score: 2



  

From the best hypothesis to lexical substitution

Every hypothesis, including the best one, 
contains a parse tree having specific concepts 
(i.e. PWN synset ids) on its leaves. 

The list of substitutions is generated by 
concatenating the synset lexicalisations and the 
hypernym synset lexicalisations for the leaf 
containing the head word to be substituted.



  

Results
 
Overall performance:

System Best OOT GAP

P R P R

Jackov 6.73 6.45 20.14 19.32 0.1126

RSense 7.40 7.40 12.53 12.53 0.0954

TRS 10.04 10.04 15.21 15.21 0.1225

WSense 7.50 7.50 20.54 20.54 0.1428

Jackov /m 13.36 12.86 33.18 31.92 0.1126

Rsense /m 15.13 15.13 23.45 23.45 0.0954

TRS /m 19.82 19.82 27.99 27.99 0.1225

Wsense /
m

13.46 13.46 35.55 35.55 0.1428



  

Results
 
Performance for verbs:

System Best OOT GAP

P R P R

Jackov 5.75 5.62 20.86 20.40 0.1153

RSense 6.93 6.93 8.65 8.65 0.0692

TRS 8.89 8.89 13.14 13.14 0.0959

WSense 7.55 7.55 18.50 18.50 0.1287

Jackov /m 12.54 12.28 35.47 34.73 0.1153

Rsense /m 14.67 14.67 17.37 17.37 0.0692

TRS /m 17.66 17.66 25.15 25.15 0.0959

Wsense /
m

16.17 16.17 32.34 32.34 0.1287



  

Conclusions
- The poor results for the “Best” metric show that the ranking 
criterion within the synonym set is not adequate;
- the good results for the „OOT“ metric and especially for verbs 
demonstrate the capabilities of the analysis module;
- apparently some information is insufficient to properly 
disambiguate adjectives. Most probably this is due to the lack of 
hierarchy for adjectives.

Future work
- improving the WordNet lexicalisations and their usage 
statistics;
- ordering the substitutions by evaluating lemma-based 
dependency relation statistics derived from a huge monolingual 
corpus.



  

Thank you!


